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Computing with big
datasets

IS afundamentally different
challenge than doing “big
compute” over asmall dataset



® Grid computing
¢ MPI, PVM, Condor...

AR RVAL ¥ o R R

Boav e0RRE 3 L deie A AT E R E

¢ Reading 100 GB off asingle filer would leave
nodes starved — just store data locally



Lirx £ 3 - Slow and Tricky

@ LHFHFFIHAIL
¢ Deadlock becomes a problem
O ”ﬁ LEaHE B

¢ Falloverscan cause cascading failure



BF g R

® Data processed by Google every
month: 400 PB ... in 2007

¢ Max datain memory: 32 GB
¢Max data per computer: 12 TB
¢Average|ob size: 180 GB

® -t - iEdevicesizg B~ FF B = 45 minutes



¢ 1HDD =75MB/sec

® jz;x: pardlel reads
¢ 1000 HDDs = 75 GB/sec



MapReduce %+ #

® Data>1TB

® = 7iFE3 % § CPU

@ LN LiFEFL
¢ High-level applications written in MapReduce
¢ Programmers don’t worry about socket(), etc.



How MapReduceis Structured

® Functiona programming 7f 4 $T 3"
2
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MapReduce is a software framework to support
distributed computing on large data sets on

clusters of computers.
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Hadoop MapReduse

® l“‘)&
® B A
' = S / :
ha “\8 ©\@
@ b= S, == 4

Hadoop MapReduce & - % & 7F ¥ @
petabytes #F % F iU HZ 2438 8 HjiT
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Hadoop # i

Automatic parallelization & distribution
Fault-tolerance
Status and monitoring tools

A clean abstraction and API for
programmers

11



Hadoop Applications (1)

® Adknowledge - Ad network

¢ behavioral targeting, clickstream analytics

® Alibaba

¢ processing sorts of business data dumped out of database and joining them
together. These data will then be fed into 1Search, our vertical search
engine.

® Baidu - the leading Chinese language search engine

¢ Hadoop used to analyze the log of search and do some mining work on
web page database

12



Hadoop Applications (3)

® Facebook
¢ 2 internal log and dimension data sources

¢ as a source for reporting/analytics and machine learning.

® Freestylers - Image retrieval engine
& use Hadoop #° i emd®
® Hosting Habitat
& 2~ {8 o5 clientseng 48 3
& 477 2 arclients A = KA { AT kg
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Hadoop Applications (4)

® |BM
¢ Blue Cloud Computing Clusters

® Journey Dynamics
¢ * Hadoop MapReduce %~ +7 billions of lines of GPS data
A4 i BRALE .
® Krugle
¢ * Hadoop and Nutch =45 4o sb 305 51 &

14



Hadoop Applications (5)

® SEDNS - Security Enhanced DNS Group
¢ L]’_Cg‘ >+ B e DNS 114:;@’2» P, A #7250 A o

® Technical analysis and Stock Research

o AFILEF R

® University of Maryland
¢ * Hadoop 3% = machine trandlation, language modeling, bioinformatics,
email analysis, and image processing #p [ = %
® University of Nebraska Lincoln, Research Computing
Facility
& * Hadoopss £ 200TB#1CM S 5 A 5

4 af/‘l;-« )3 % B (CMS> Compact Muon Solenoid) 2zl w3727
o B CERNen* 45 + $H B3t dleha 230 * Al GRl B - B o
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Hadoop Applications (6)

® Y ahoo!

¢ Used to support research for Ad Systems and Web Search
& ¢ * Hadoop-T 5 % 3% 3¢ ¥ 3 B 2N 12 0E k= e R

® izl

o Bih AN RS BRBEORT PG

Correlation
Infrastructure
Community ' Threat
Intelligence T o Intelligence

. SMART
. PROTECTION
: NETWORK

) ‘ Cloud / Client >
Architecture 2

\
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MapReduce Conclusions

if * *% large-scale applications 12 %
large-scale computations

AR H TR R SN
# Hw F ¥MapReduce

MapReduce® & * »t 5 fa4p i

¢ Text tokenization, Indexing and Search, Data
mining, machine learning...

17
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Algorithms

® Functional Programming : Map
Reduce

¢ map(...) :
« [1234] - (*2)->[24,68]
¢ reduce(...):
» [1,234]-(sum)->10
& ¥ RwE 2 ¢ chDivide and conquer
o HRIEAEAS Bl AT (A
P58 e

=

19
19



Divide and Conquer
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Programming M odé€

® Usersimplement interface of two
functions:
¢ map (in_key, In value) -2
(out_key, intermediate value) list

¢ reduce (out_key, intermediate value
list) = out_valuelist

21



M ap

® One-to-one M apper

let map(k, v) =

Em”:(ktoUpper ()’ (“FOO”, “Othel’”) -> (“FOO”, “OTH ER”)
VtoUpper ()) (“keyZ”, “data”) 9 (“K EYZ”, “DATA”)
® Explode M apper

let map(k, v) =

foreach char cinv:
emit(k, c)

(“A”, “CatS”) 9 (“A”, “C”), (“A”’ “a”)’
(“A”, “t”), (“A”, “S”)

® Flter Mapper

let map(k, v) =
If (IsPrime(v))
then emit(k, v)

(“foo”, 7) = (“foo”, 7)
(“test”, 10) = (nothing)

22



Reduce

Example: Sum Reducer

let reduce(k, vals) =
sum=0
foreach int v in vals:
sum +=v
emit(k, sum)

(“A”, [42, 100, 312]) > (“A”, 454)
(“B”, [12, 6, -2]) > (“B”, 16)

23



MapReduce i& i€/ 4%

sort/copy. . . output
map <3 : . merge | HDFS
_________________________________ > » reduce " part0
map |7 X
................................ . > » reduce [— » partl
map |<J] _________________________________________
JobTrackerj? JobTracker:% #c JobTracker v JobTracker reduce= {s id
NameNode?- # TaskTracker % R EFEERE e seJobTracker
BZRFE N TMapiE & » & s AFEZ R TaskTracker £Z2 Namenode

blocks 4 d TR % chTaskTrackerZ iFreduce A 4 output



MapReduce B j#

Input

Intermediate | kl:v kl:v k2:v

Grouped

Map #<® & » 4 5 =
block#k = i > Reduce#

% ~ o
oz B IPE S

Sort Al 5 keyehZ Cutput
= )IIE}?’,




MapReduce in Parallel

___________________ —_ —_— o — — — =
IF Map Task 1 -: Ir Map Task 2 | Ir Map Task 3

| L L

| L L

| L L

| L L

| L L

| L L

I klowv klow k2w | | k3w kdw kdwv kiv | I ke v klov k3w

I Partitioning Funetion | | Partitioning Funetion I I Partitioning Funetion

Sort and Group
kd v v v

§<@@@>

Reduce Task 1

Sort and Group
klovwvy [ k3w

<b

Reduce Task 2




%‘5 |

| am a tiger, you are also a

a,2
also,1
am,1
are,1
|,1
tiger,2
you,1l

tiger
l,1 a,2
map am,1 a 1 also,1
a1 a,1 reduce)| am,1
also,1 are,1
tiger,1 am,1
ma you,1 are,1
i are,1 ,1
tiger,1 l, 1
tiger,1 tiger,2
also,1 you,1 reduce)| you,1
map a, 1
tiger,1
JobTracker-£:iE 7 = i Mapi & #¢ » hadoopig = = JobTrackerf £ = i
Tracker #map L N S ) S L S TaskTracker irreduce
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Java 2_ e {7

1. %#F
& javac , -classpath , hadoop-*-corejar , -d , MyJava
+ MyCode,java
2. FHE
¢ jar , -cvf  Myldarjar , -C , MyJava , .
3. 7

¢ Dbin/hadoop , jar , MyJar.jar , MyCode .
HDFS_Input/ , HDFS_Output/

- 97 & e {7 B 4% % Hadoop Home » St v A PIHDFS E fhinput B4
« . /MyJava = %S A2 P & *./input; . /ouput = hdfs:g ~ ~ 8y

2P A%
. . 24 Ay BA N g = =
« My jar. jar = #3334 —



WordCountl ® ¥ (I)

1. cd S HADOOP_HOME

2. bin/hadoop dfs-mkdir input

3. echo"l like NCHC Cloud Course." > inputwc/inputl
4

. echo "l like nchc Cloud Course, and we enjoy this
crouse." > inputwc/input2

5. bin/hadoop dfs -put inputwc inputwc
6. bln/hadoop dfs-Isinput

A @ -13 input
2 it

T0-T--T-- ] ale Apergronp 2 2009-03-22 1215 user/wane/ input/ input ]
21215

SIW-T--T-- | wage SIpereronp 52 009-03-
panelvPro: fopt/hadoopd

faerfwane/ input/ inputd

30



WordCountl &% (1)

1. smiEWordCount.java

http://trac.nchc.org.tw/cloud/attachment/wiki/jazz/Hadoop L ab6/\WordCount.java?format=raw
2. mkdir MyJava

3. javac -classpath hadoop-*-core.jar -d MyJava
WordCount.java

4. jar -cvf wordcount.jar -C MyJava .
5. bin/hadoop jar wordcount.jar WordCount input/ output/

- 7 e {7 P & % Hadoop_Home ( %] % hadoop-*-corejar )
- javac¥ P+ g & classpath, fthadoop jarpF# *
- wordcount. jar = 3518 chde A 0 TR T E 2 frclass name

- Hadoopi2 73 & pF > ¥ 3 input #%& *xPlhdfs}t > 12 i{ hadoop4 17i&
& #74 (wordcount. jar) # F+ # » » % § & Bnodeftc » 425" e
' > 2 @ javakJZ a1



vane@vPro:fopt hadoop

bomkdir Mylava

WordCountl & % (111)

wanedvFro: foptihadoopt javac -clagspath hadoop-*-core.jar -d Mvlava TordCount.java
wanedvFro: foptihadoopt jar -cvf wordcount.jar -C Hylawva .

FE

FE
FE
FTIE

manifest
MordCount.clags (8=
TordCount¥Redoce.cla
MordCountEap. clags (EB=1918)==795( BEsg 589

1516)(

22 (Fe=

(B=740)(BEE S1%)
1591 (=042 BESE S9%)

wanedvFro: foptihadoopt binfhadoop jar wordcount.jar WordCount input/ output/
0970522 11:29:01 WARN mapred.JobClient: Uze GenericOptionzParzer for parzing the arg

ments.
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705022
Q9705722

[ S N S I T ST W ST N IS S N N ST NS AT T ST NS N ST S_—

[PRSSET S S S S ST S O S S S N S O S NS NS N S —

JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N
JEL N

01
01
0z
03
08
15
15
15
15
15
15
15
15
15

THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
THFO
[HFD

mapred.
mapred.

mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.
mapred.

bpplicationz should implement Tool for the zane.
- 40

FilelnputFormat: Total input paths to process @ |
FilelnputFormat: Total input paths to process @ |

JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:
JobClient:

Fuaning job: job 200902201526 0007
map 0% reduce 0%
map 100% reduce 0%
Job complete: job 2009024201526 0007
Counterz: 16
File Svatenz
HDFS bytes read=320950
HDFS bytezs written=130568
Local byteg read=16844%
Local bytes written=3369%2
Job Counters
Lavnched reduce taska=l




wanedyEro:
Cloud

Courze,
Conrge.
I
NCHC

and
CONnrEe.,
ey
like
nehe
this

T

WordCountl & ¥ (1V)
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BTW ...

® iz *XHadoopiz 2t §_* Javag ¥ » iE
Map/Reduceg * 42 5 B % — 2 & * Java
® Hadoop Streaming :
e TIFFenI £ * ek His gy
(4- @ PHP) = * ©|Hadoopsrmapperfr-
reducer

® Hadoop Pipes : C++ AP

34
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Requirements

® Hadoop 0.20.0 up
®Java 1.6

®Eclipse 3.3 up
® Hadoop Eclipse Plugin 0.20.0 up

36



% #Hadoop Eclipse Plugin

® Hadoop Eclipse Plugin 0.20.0

¢ From
$Hadoop 0.20.0 _home/contrib/eclipse-
plugin/hadoop-0.20.0-eclipse-plugin.jar
® Hadoop Eclipse Plugin 0.20.1

¢ Compiler needed

¢ Or download from
http://hadoop-eclipse-
plugin.googlecode.com/files’hadoop-0.20.1-eclipse-
plugin.jar

® copy to $Eclipse_home/pluging

37



1+ REClipse, &k 2 & %X P &

Workspace Launcher

' Select a workspace

Eclipse SDK stores your projects in a folder called a workspace.
Choose a workspace folder to use for this session.

| Workspace: |/homefwaue/workspace ||| Browse..

¥ Use this as the default and do not ask again




/ A

File Edit Source Refactor Navigate seamh Project 3111 mlndnw [Eﬂi}lp

G- - &3 0-Q- | & ¥ ¢ H“fl b o # Window -

\ . New Editor
{2 Project Explorer 12 =g glasivessivsivcitsripssviveiiy s sl sl ot 1| Open Perspective
L ‘ F H" \ mﬁr B
L T 2;‘.4.'.%%. W:.—..H—g..“r:.:n‘..?;“ : - O‘ther
Java - Eclipse SDK
File Edit Source Refactor Navigate Search Project Run  Window
e - O Q- | & & Q- | & -
(i Packane e Open Perspective
CVS Repository Exploring "4; —)ﬁ ;ﬁ i IJ
I Debug Vo
& java (default) MapRedl’ice SRR %(
i Java Browsing - f %
T2 Java Type Hierarchy E%‘] 7T ® Hadoop
#8 Map/Reduce Eclipse plugin

4= Plug-in Development

= A

| Resource }3

E° Team Synchronizing 1
o~

:é’fz,\lq:éa "-g'
2
FoE
7

oK | | Cancel 39




SRR ) ¢ ———

File Edit Source Refactor Nevigate Search Project Aun Window Help O i
=) | mmmedu

R TIES T AU AL
s Projec Explor BN B / =8| Eouinex . = o/
= 3_=-,.1a An outline is n.nt

== avallable.
=l DFS Locations *

L Lk
5 e
..-H.I—-




Mapfﬂeﬂuce |tasf5rt!EamplE*m‘appEr]‘Bva E:ilpse SDK

L New shiftrAIN )JI | Project... |
Openflie.. & MapReduce Driver
Close Ctri+W | @ Mapper
Close All Shift+Ctrl+W = @ Reducer )\

New Project

Select a wizard —

Wizards:

b

| type filter text

12 Java Project
4 Java Project from Existing Ant Buildfile
3 Map/Reduce Project

Plug-in Project

\I
i % #% Map/Reduce
Java _;EF _7%-

Map/Reduce

v v v v v
T TR VT T T
2
LN

Plug-in Development




New MapRediice ProjectWizard'

MapReduce Project
Create a MapReduce project.

Project name: [icas

W Use default location

Hadoop MapReduce Library Instzllation Path

® Use default Hadoop

_ Specify Hadoop library location

grics e
TR e e

< Back ” Next > H Einish H Cancel

—
w,
Ay

o

fu T
g2
e
=

Z

LL r}: L
HadOOpm
LRI




opefiterten |

I Gereral
B Ant

e A~ . " A ~ S v

Help

Install/lpdate

lava

Plug-in Develapment
Pydev

Rur/Debug

Team

Hadoop Map/Reduce

Hadoop mstallation directory. |fopt/hadoep




5.3% ¥ Hadoop® % ‘w &

Map/Reduce - Eclipse SDK

File Edit Source Refactor MNavigaie Search Projecd Run Window Help
| r9- |=r# G- Q- - | & #- | i | faMapmedu.. *
. “EI| =g gggm-jine:ﬂ.: =5
=1 \Anoutline is not |
S ' L" ‘[E;'i. w available.
.I 'l -__ - .>
E Show In Shift+Alt+sW >
= Copy i
E5 Copy Qualified Name
= Paste cul+v
M Delete Delete
Build Path >
Refactor Shift+AIL+T >
ixs Import...
44 Export...
2] Refresh F5
Close Pruject : =
Clo%s Unreisted Piio] pats ndocixa';'MaprEduce Locations &2 o M= E[.
Eun As } | Master nﬂdE- | SEtE | Smtlls
Debug As >
Team >
Compare With >
Restore from Local History... 2 5% IR N
> | e T = 12|
...... Properties 24




o-1.

2 % Java
Build Path

pe filter text

Resource
Builders
Java Build Path

I Java Code Style

I+ Java Campiler

P java Editor
Javadoc Location
Project References
Run/Crebug Settings

[

>

2«"«
2-

= —__*
KT Ry~ 2

source : /opt/hadoop/src/core/
javadoc : file:/opt/hadoop/docs/api/

U G~ I FEchHadoop R 4 #% 87 APL S i AT

,-kf'

Java Build Path

\(#=Source |L.=Projects | miLibraries |

JARs arid class folders on the build

Bl =L R R AR T LS S e, S ey LT et T TAS R LR

[* fw core-3.1.1.jar - fopt/hadoop/lib

i &l Javadoc location: {(None) ..o

47 Native library location: (None)
AL Access rules: (No restrictions)

.............

= Native library location: (None)

ks Access rules: (No restrictions)
P &= hsgldb-1.8.0.10.jar - fjopt/hadoop/lib
P = jasper-compiler-5.5.12:jar - foptvhadoap/lib
P e jasper-rintime-5.5.12.jar - Jopt/hadoop/lib

OK




Resource
Bullders
Java Build Path
P Java Code Style
b Java Compiler
[ Java Editor
Javadoc Location
Project References
Run/Debug Settings

5-1-1.

> A F

|ARs and class folders on the build path:

R = = R S S v e = | S F R R B

b s core-3.1.1.jar - jopthadoop/lib
|7 &n hadoop-0.20,0-antiar - jopihadoop. ...,
"1 Saurce attachment: ant - opthadoop-0.20.0/sc

------------

.............................................................
llllll

o

.....

L
IIIIIIIIIIIIIIIII

. P -
bt | £ ;LT TPy =i - o eaeamd B0

ﬁ' Native |ihmw ﬁtﬂﬁhﬁ‘.“(ﬂhﬁﬁ .........................

Ak Access rules: (No restrictions)

rrrrrrrr

a
......

i
b
joib
...........
......

£l




— ———
5-2. 3% ¥java docihz B 45

E # Javadoc

L ocation . B | % java6 h
reppe T Location Caw v PI 1 r
1 Fa
Resource pecify the location of the project's Javadoc documentation. This location Is used by the ,— ,J,F’, .
Builders vadoc export wizard as the defauit value andty the 'Dpen External Javadoc' action, For /{ ﬁaa » L fé
java Bulld Path “_f,’?‘_'?,'}?..,i'.'EIHmwﬂrkspﬂfﬂm?mwwd% sy =7 aid
b Java Code Style ;uaduc location path: ]Flef'usr.fllb!jurn,r]aua &-sun/docs/apl/ ] | gmw;e':l_' P % vdl ate
b Java Editor ,
javadsc Location Fi
Project References
Rurn/Debug Settings

i Restore gefaults: | Apply |

@ . ok || ‘cancel | 47
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ﬁ

6. i 5 Hac “*
i % Hadoop Server 22 Eclipse

3] e~ = -
adoc |« Map/Reduce Locations &2 | - S0
Master node ‘ - i_"—'
a '  State Status |“| : : l
£ e _111-1111”-- HE
(3]




27
!

c

Define Hadoop location

giine the location of 8 Hadoop infrastructure for running MapReduce

Location name: | hadoop

Map/Reduce Master -DFS Master

Host: Iin{alhost | ! Use M/R Master host
7 Host:

Porf: |9001 | pase (9009

** mapred-
site.xml)

User name: | waue

SOCKS proxy
I Enable SOCKS proxy

Host:

Port:

=)

| Finish [ |

Cancel

* & i &g Hadoop i 1%

HDFSE:
=rPort (&
T_5Tcore-
sitexml)

n

Hadoop
Server_t e
Username

49




6-2 & it
HDFS I
B3
Mﬁs T 1R
%‘R > %”Ti\g’ \
g~
E

=5

Map/Reduce - Eclipse SDK

| Eile (Edit Source Refactor Navigate Search Project Bun Window Help
| ez [ 0~ | & @G | & 9|

[t Project Explorer 2 - = 0

-’.-—_. — _'l]'.

I> = lcas
v : | DFS Li:l-l:atloni
= M hadcop

"7 v & (2)
b = tmp(l)
' = =user(1)

= =owaue (1)
P input (4)

E:_ Problems | &) Tasks ﬂj;_i}{é}gigg'. - Map/Reduce Locations &3

L
_:|'L|:r§:anan
4 A hadoop
L<] | | E|| 11




Eﬂ?l Edit Source- Refactor Navigate Ség_mh Project Run Window Help

New Shift+AILEN > |
Open File...
Close Cirl+W
Close All Shift+Ctri+W

™ Project...

—‘FT’ HhiE
- f@;
WordCount
Ao Ho

iz R

u

1

MapReduce Driver

New MapReduce Driver,

(x This package name is discouraged. By
S convention, package names usually start with a

Source folder: |icas/ste || Browse
Package: | sample | | Browse...
Name: | WordCount ]

Superciass:  |java.fang.Object | | Browse...

Iriterfaces:

Mapper: | | | Browse...
Reducer; | || Browse..
@ firish || cancel




71N ARN TR AR

File Edit Source Refactor Mawvigate Saarch Ernpacr. Run  Window Help

P E R AR R

o1 $-0-Q | & @ G| &> 5 & G- = »
T ProjectExplorer =0 =0 I [7] ‘WordCount java £ = |g§0uﬂlne bl =0
= s = TEkdfs L’fﬁﬁfﬁﬂfﬂéTgﬁ_Wﬁr%ﬁﬂj_ﬂl|r_|ut- E-___. B R W e W%
= = | SRR LCEAMESE R hdts ERER EeE, B ULEREa e FBHRTES . TR A i L
¥ =] DES L ocatians = EE R, EEUERliTiERnhdf s PIFARETES FIHEERN =output> ‘g. *~ import declarations
v M secuse public elass WordCount { ¥ ®sWardCount
=@ _ 8 b &° TokenzerMapper
B = public static class TokenizerMapper extends b @F
= user (1) = Mapper<Chject, Text, Text, IntWritable> { IntSumReducer
S a— @ ° main(Stingl)
e " private finmal static IntwWritable one = new IntwWritable(1);
&= var(l) private Text word = new Text();
¥ 1= hadoap@20
S — | N public void map(Object hey, Text value, Context comtext) s
i throws TOException, InterruptedException {
~ [5 (default package) StringTokenizer 1tr = new StringToekenizer{value.toStrangl}};
- while (1tr.hasMoreTokens{)) {
£ ekl
b L__I Ch nobelate word.setlrtr.nextToken());
P[] GetFramHdfs jay context.write(word, ans);
I [T HellsHadoop jav " ! Lt
b [ HellsHadoopV2. ¥
b O HelloHadoopVi. .
iRt = public static class IntSumReducer extends
P ) HelloMapperv2. Reducer<Text, IntWritable, Text, IntWritable= {
b I HaleRaducerv2. private IntwWritable result = new Imtwritable();
b I PutToHdfs java a public void reduce(Text key, Iterahle<ImtWritables values,
B TsmMenu java Context context) throws IOException, InterruptedException {
=, e int sum = 0O;
b L] WordCountjava for (Intwritable val : values) {
b 0 WordCountv02t sum += val.get{};
= }
b I WordCountv2jz] result.set(sum); =H
e (e npit v ey el N t
I i I I¥] Tt s T :| 1 s JIS
L. problems | £ Tasks | @ Javadoc | Bl Console | & Map/Reduce Locations 52 & W -O
Loeation Master node State Status
b secuse sseuse nckearg tw



(.2 #F v
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package Sample;

import
import
import
import
import
import
import
import

arg.apache.
org.apache.
org.apache.
ory, apache.
ore.apache,
org.apache.
org.apache.
org.apache.

=2 docIt >k I FE 0 B
B 342N BT B FAPI R R

|1 reducerjava

hadoop.
hadoop.
hadoop.
hadoop.
hadoop.
hadoop.
hadoop.
hadoop.

| WardCount fava 23

conf . Configuration;
fs.path;
10.IntWrltable;
10.Text;
mapreduce ., Job;

mapreduce. lib.ipput.FileInputFormat;
mapredice. Lib. oltplit. FileOutpltFarmat;

btil.GenericOptionsParser;

= B | & outline % =0

=

B " w o wx
&4 Sarnple

7 = import declaratiol
org.apache.ha

org.apache.ha

+ orgapache ha

publ

Generic Oplions

=gonf < configuration il
0 £proparty=value
~f5 {local |namencdeiport)

& org.apache.hadoop.util.GenericOptionsParser

The supported genenc options are:

speify & configuration file
use value for gven proparty
spedfy & namenode

GenericOptionsFarser is a utility to parse command line arguments ganeric to the Hadoop framewerk, GenericOptionsParser recognizes several
M standarad cormand lire argurments, enabling applcations to easily spedfy a remencds, a jobtracker, addtional configuration resources stc.
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Location

% iob 200206161802 0005
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Master nads

El console

State
FAILED

Status
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' 3| (1] mapperjava |m WaordCount java |’m reducerjava £ _ = 0| = outline % =n
package Sample; ] |
/;Tv'erﬂaw-' =t '»';’Ec'eptiun: PR X o %
I = hadoop.io.IntWritable; # Sample
~ | Showln Shift+AIt+W > hadogp. i0. Text; b %= import declaratio
Y b i ~ hadoop.mapreduce.Reducer; b G red
9“/\ YA \E‘ F9E) r / b = Copy cii+C | ucer
AN }\ 3\ -+ m | = copy Qualified Name er extends Reducer<Text, IntWritable, Text, IntWritable=
b (& paste Ctrisy le result = new IntWritable{);
. b = R i Lo £
%p \ /:t cil b Js i % Delete Delete ce{Text key, Iterable<IntWritable> values, Context conte|
:f—;]’ ™ i@"» g F:‘ Build Path 3 eption, InterruptedException { B
P ) b i col Refagior SHIHAILT > e yal ¢ values) {
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b W jet ¢ Export.. i
b siff ) ) key, result);
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P E 5y Cloge Project
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b nri__ RUNAS > | B 1java Applet Shift+AI+X A . m'— ; : =
vy TR A Ch iy LK [
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Select Hadoop location

Select 4 Hadoop location to run an

Select a Hadoop Server to run an
L Define a new Hadoop server location
® Choose an easting server from the list below

Location: Master hast name
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“Problems |« Taske| @ lavadoc| B Consale 3 @& Map/Reduce Lacations

[ <terminated > ‘WordCount (1) [Java Application] /usr/libfjvm/java-6-sun-16 0.16/binfjava (2010/1/20 F5 6:15:07)

J10/01/20
10/01/20
10/01/20

J10/01/20

L0/01/20
10/01/20

lio/01/20

J10/61/20

I1m;51;3ﬂ
10/01/20

lio/01/20

J10/01/20
10/01/20

bio/01/20

li6/01/20

J10/01/20

18:
18:
18:
1B:
18:
18:
18:
1E:
18:
18:
18:
18:
18:
18:
18:
1E:

15:08 WARN
15:08 WARN
15:08 WaRN
15108 INFD
15:08 INFD
15:08 INFO
15:16 INFD
15:28 INFO
15:30 INFO
15:20 INFO
15:30 INFD
15:30 INFO
15:30 INFD
15:30 INFD
15:30 INFD
15:30 INFO

conf.Configuration: DEPRECATED: hadoop-site.xml found in the classpath. Usage of had:
maprad.JobConf: The variable mapred.task.maxvmem 1s ne longer used. Instaad use maprs
mapred.JobConf: The variable mapred.task.maxvmem 1s no longer used. Instead use maprs
input.FileInputFormat: Total input paths to process : 2

mapred, JobClisrt: Runring job: job 201001181452 0078

mapred.JobClient: map 0% reduce 0%

mapred.JobClient: map 100% reduce 0%

mapred.JobCliemt: map 100% reduce 100%

mapred.JobClient: Job complete: job 201001181452 0678

maprad.JobClient: Counters: 17

mapred.JobClient:  Job Counters

mapred,JobClient: Launched reduce tasks=1

mapred. JobClisnt: Launehad map tasks=2

mapred.JobClient: Data-local map tasks=2

mapred.JobClient: FileSystemCounters

mapred. JobClient: FILE BYTES READ=1S3
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b {1 HelloHadoop jav Stringl] otherdrgs = new GenericOptionsParsi !
.getRematningdrgs!); '
b [l HellaHadnunV2 ¥ o Vi taa is l
L bl | [ I | _il | [ Ik
‘L?rﬂhhmﬁl E.Taii;s| @ lavadoc B Console % Map/Reduce Locatians &2 a M- f!
‘ Location Master node Stafe Status :
i
7 M sendeogd
L ¥ job 201951131452 ﬂt]EﬁJ SUCCEEDED  Maps 2/2(1.0) Reduees: 1/1(10) :
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<Key, Value> Pair

Row Data
| nput
Map Keyl | va Map
Key2 va
Output cevl va
Select Key
val | val
Input keyl ="~ Val
Reduce Reduce

Output key = values
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Program Prototype (v 0.20)

ClassM R{
Map static public ClassMapper ---{ ("~~~ ST !
B 1 1 ; Map #%3;% 75 ;
static public Class Reducer «++{ r--cicicimimim .
Reduce : ;
i 1 } - Reduce #2375
main(){ .........................................
Configuration conf = new Configuration();
Job job = new Job(conf, “job name");
o job.setJar ByClass(thisM ainClass.class);
- job.setM apper Class(M apper .class);
4" job.setReduceClass(Reducer .class);

FiIeI nputFor mat.addl nputPaths(] ob new Path(argg0]));

........................................................................

jOb WaltForCompIetlon(true)

1
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© 0 N O O1

Class M apper (v 0.20)

Import org.apache.hadoop.mapreduce.M apper;

class MyM ap extends
INPUT INPUT OUTPUT OUTPUT
Mapper < ey , VALUE -  KEY . VALUE
{ Class Class Class Class

[l = IEre o igh
_ _ INPUT INPUT
public void map ( KEy  key, VALUE Vvalue,

Class Class :
Context context )inrows | OException, I nterruptedException

{
[ Wk Il Bl e A =0 SR [
context.write( NewKey, NewValue);

}

>
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Class Reducer (v 0.20)

Import org.apache.hadoop.mapreduce.Reducer;

class MYRed extends
INPUT INPUT OUTPUT OUTPUT
Reducer < &y .| VALUE :  KEY . VALUE

ESE e

INPUT INPUT

public void reduce ( KEY  key, Iterable<| VALUE > values,
Context context) throws IOException, InterruptedExceptlon

{
/1 Gk gl = A =N SR
context.write( NewKey, NewValue);

}
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® = 7_Combiner
¢ Job.setCombinerClass( ... );

@ =X T_output class
¢ Job.setM apOutputKeyClasy( ... );
¢ Job.setMapOutputValueClasy( ... );
< Job.setOutputKeyClasy( ... );
¢ Job.setOutputValueClasy( ... );
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Class Combiner

Mapper 3| Reducer#icz @ﬂi;f]-_%_ °
@+ 7 * X T % d Hadoop+f &
®. ¥ 77 a4z o 31 % Reducer

< JobConf.setCombinerClass(Class)
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# - (1) - mapper

public class HelloHadoop {

static public class HelloM apper extends
Mapper<LongWritable, Text, LongWritable, Text> {
public void map(LongWritable key, Text value, Context context)
throws | OException, InterruptedException {
context.write((LongWritable) key, (Text) value);

}
} /I HelloReducer end

(EHF) ...




— = B e ——

A

,?,éf}lj—' (2) - reducer

static public class HelloReducer extends
Reducer<LongWritable, Text, LongWritable, Text> {
public void reduce(LongWritable key, Iterable<Text> values,
Context context) throws |OException, InterruptedException {
Text val = new Text();
for (Text str : values) {
val.set(str.toString());

}
context.write(key, val);

}
} /I HelloReducer end

CE

6/

| — . — )




gs’éf;uj—- (3) - main

public static void main(String[] args) throws | OException,
| nterruptedException, ClassNotFoundException {
Configuration conf = new Configuration();
Job job = new Job(conf, "Hadoop Hello World");
job.setJarByClass(HelloHadoop.class);
Filel nputFormat.setl nputPaths(job, "input");
FileOutputFormat.setOutputPath(job, new Path("output-hn1"));
job.setM apperClass(Hel loM apper.class);
job.setReducerClass(HelloReducer.class);
job.waitFor Completion(true);
} // main end
} // wordcount class end
Il =
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3% 4% 3 HDFS

// #H5%EJocal F @3] hdfs , src i local chkik
. dst % hdfs ep 3

public class PutToHdfs {
static boolean putToHdfs(String src, String dst, Configuration conf) {
Path dstPath = new Path(dst);
try {
Il & 2 3 ivhdfseng= it
FileSystem hdfs = dstPath.getFileSystem(conf);
I+ %
hdfs.copyFromL ocal File(false, new Path(src),new Path(dst));
} catch (IOException e) {
e.printStack Trace();
return false;

}

return true;
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% HDFSB~ % #, %

// #Hh %k iEhdfsT $ % local, src & hdfsek ik,
dst = local P 173

public class GetFromHdfs {
static boolean getFromHdfs(String src,String dst, Configuration conf) {
Path dstPath = new Path(src);
try {
Il & 4 $ ithdfseng &
FileSystem hdfs = dstPath.getFileSystem(conf);
/] * i\‘.
hdfs.copyToL oca File(false, new Path(src),new Path(dst));
} catch (IOException e) {
e.printStackTrace();
return false;

}

return true;

}
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A ERIL S

/ / checkAndDeletedn 3t » & & £.F 5 Az T &
Kﬁ:\ _7\

public class CheckAndDelete {
static boolean checkAndDelete(final String path, Configuration conf) {
Path dst_path = new Path(path);
try {
Il & 4 3% i¥hdfserge it
FileSystem hdfs = dst_path.getFileSystem(conf);
I 5 235 &
If (hdfs.exists(dst_path)) {
I3 BI#] %
hdfs.delete(dst_path, true);
} } catch (IOException e) {
e.printStackTrace();
return false;
}  returntrue, }

12
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# = (1) HelloHadoopV2

M F7 5% 75 1 HelloHadoop # 4c 7

* %’s%?rﬁi?]“"’“ﬂ” A E T AT wa

*input TAL % P ATFALE XA B BTG ERBE
* map £ reduce 37 F 14 A28 £ | #

BlFR
gt f2 N 3F 17 A hadoop 0.20 & 42+ > #H 7

AR
1. ahdfs } kiR % mﬁ* Vi "/user/$YOUR " NAME/input" ,;ﬁ—, Y A <
Flethdfst s dp > 2 L TR &P Bt icfhd > 2 7 £ RFR &
CEE RS RN EBRTE %*xﬁ_hdfsm@.] ESY Y
"fuser/$Y OUR_NAM E/output-hh2"

Ri

&
i

A
3l

N
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————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————

" public class HelloHadoopV/ 2 { .
" public static void main(String[] args) throws ' FilelnputFormat.addl nputPath

|OException, o (job, new Path("input")):

I nterruptedException, ClassNotFoundException . FileOutputFormat.setOutputPath
C{ . . . Conf o Lo (job, new Path("output-hh2"));
on.lguratlon con —nevI\'/ onfiguration(); 1 J/ % v checkAndDe ete s ¢ - |
Job job = new Job(conf, "Hadoop Hello World L R |
2"): N HET FeiZifd 573 B "% 2
job.setJarByClass(HelloHadoopV 2.cl ass); ChecIBAndDeIete .checkAndDelete(" output-nh2", |

L con

I/ 2% %_map and reduce 2 3 Combiner class
job.setM apperClass(HelloM apperV 2.class); _
job.setCombinerClass(HelloReducerV 2.cl ass); It (status) {

job.setReducerCl ass(H elloReducerV2.class): %/)s:tem.err.pri ntin("Integrate Alert Job Finished

boolean status = job.waitForCompletion(true);

1 3% % mapsdiy 41 3] 1 Y dse]

J_Ob-Se“VI apOutputK eyClass(Text.class), .| System.err.printin("Integrate Alert Job Failed
job.setMapOutputV alueClass(Text.class); L ";

(/ 2k Z_reducesn jﬂ LA A System.exit(1);

job.setOutputK eyClass(Text.class); RS

job.setOutputV alueClass(Text.class);



public class HelloM apperV 2 extends public class HelloReducerV 2 extends
| Mapper <LongWritable, Text, Text, | ! Reducer<Text, Text, Text, Text> {
Text> { . | public void reduce(Text key, Iterable<Text>
public void map(LongWritable key, Text | | values, Context context)
value, Context context) . | throws |OException, InterruptedException {
throws | OException, . String str = new String(""):
| nterruptedException { : i Text final_key = new Text():
| context.write(new Text(key.toString()), ' Textfi nal_v alue = new Text(): ‘
}}Va'”e)  key i b rvalues o 1516 && B RLA I
| 1 for (Text tmp : values) {
str += tmp.toString() + " &&"; |
} |
final_key.set(key):
final_value.set(str);
. context.write(final_key, final_value);
1)) |
| 76



A

# 5| = (1) HelloHadoopV3

PP
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————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————

public class HelloHadoopV 3 { . Job job = new Job(conf, "Hadoop Hello World");

' pUtI)ICI)CEitheI&X) ?}id main(String[] args) throws job.setJarByClass(HelloHadoopV 3.cl ass);
InterruptedException, ClassNotFoundException [T & F1™ i 4= b hmap £ reduce

: { i 1 job.setMapperClass(HelloMapperV2.class);

String hdfs_input = "HH3_input"; job.setCombinerClass(HelloReducerV 2.class):

. String hdfs output = "HH3_output”; job.setReducerClass(HelloReducerV 2.class);

Configuration conf = new Configuration(); /= % ed Hkev valuess 4! A i
I3 % o8 e % @map reduce fkey valuedy i 4] &

String[] otherArgs = new B job.setMapOutputK eyClass(Text.class);
GenericOptionsParser(conf, args) . 1 job.setMapOutputV alueClass(Text.class);
.getRemainingArgs(); job.setOutputK eyClass(Text.class);

23 T3 22085 0374 :
(/ bok SHHL D w27 A job.setOutputV alueClass(Text.class);
If (otherArgs.length I=2) {

System.err

Jprintin("Usage: hadoop jar
HelloHadoopV 3.jar <local _input>
<local _output>");

System.exit(2);



4] 4 hdfsehz % B

/I * checkAndDelete & ;¢ [+ 1+ overhead =4 25
" CheckAndDelete.checkAndDelete(hdfs input,
conf);
CheckAndDel ete.checkAndDel ete(hdfs_output,
conf);

I R % Flhdfs

PutToHdfs. putTodes(args[O] hdfs_input, conf);

5% s Ry~ % R B
Filel nputFormat.addl nputPath(job, new
Path(hdfs_input));
FileOutputFormat.setOutputPath(job, new
Path(hdfs_output));

long start = System.nanoTime();
job.waitForCompletion(true);

)

GetFromHdfs.getFromHdfs(hdfs_output, args[1],
conf);

boolean status = job.waitForCompletion(true);
I3+ 5 PR
if (status) {
System.err.printin("Integrate Alert Job Finished
"),
long time = System.nanoTime() - start;
System.err.printin(time * (1E-9) + " secs.");
} elseq |
System.err.printin("Integrate Alert Job Failed I"); |
System.exit(1);



| public static void main(String[] args) throws Exception {
. Configuration conf = new Configuration();
String[] otherArgs = new GenericOptionsParser(conf, args).getRemainingArgs();
If (otherArgs.length !=2) {
System.err.printin(" Usage: hadoop jar WordCount.jar <input> <output>");
System.exit(2);
}
Job job = new Job(conf, "Word Count");
job.setJarByClass(WordCount.class);
job.setM apperClass(TokenizerM apper.class);
job.setCombinerClass(IntSumReducer.class);
job.setReducerClass(I ntSumReducer.class);
job.setOutputK ey Class(Text.class);
job.setOutputV al ueClass(IntWritabl e.class);
Filel nputFormat.addI nputPath(job, new Path(argg[0]));
FileOutputFormat.setOutputPath(job, new Path(arg9 1]));
CheckAndDel ete.checkAndDelete(argg 1], conf);
System.exit(job.waitForCompletion(true) 2?0 : 1);



______________________________________________________________________________________________________________________________

1 | class TokenizerMapper extends MapReduceBase implements
Mapper<LongWritable, Text, Text, IntWritable> {

2 private final static IntWritable one = new IntWritable(1);
3 | private Text word = new Text();
4 | public void map( LongWritable key, Text value, Context context)
throws IOException , InterruptedException {
S g String line = ((Text) value).toString();
6 StringTokenizer itr = new StringTokenizer(line);
[ while (itr.hasMoreTokens()) {
8 g word.set(itr.nextToken());
9 | context.write(word, one);
W Input
----------- { key  JTTTTTITTIIIIIIIIIIIIIIIIIIIIII IS <word, ones
/user/hadooper/inplt/a.txt
<no,1>
...................... / .)I no neNSTH is a-)l g()()d H news <news, 1>
No newsis a good news. d T T /“ T <is, 1>
..................... A S itr |tr itr | itr | itr itr | itr <al>
\ \ <good, 1>
'nput line < news, 1> x
value — — ’




WP -

_dntsum=0;_ _ _ _ _ _ ___
1 for (IntWritableval : values) |
o sum += val get(); _ _

result.set(sum);
context.write ( key, result);

Class |NntSuMReducer extends Reducer< Text, IntWritable, Text, IntWritable> {

IntWritable result = new Intwritable();
public void reduce( Text key, Iterable <IntWritable> values, Context context)
throws |OException, InterruptedException {

for (inti;i<valueslength;i++ ){
sum += values]i].get()

<word,one>

<al>

< good, 1>

<is, 1>

< news, 1->1 >

<no,1>

NEwsS

1 —> 1

<key,SunVaue>

< news, 2>
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# 7 (1) WordCountV2

A =2 4% o 0 z 2 ) > 2 A% A4 AL e
LS TN AR PR PN T RE T T U

RIFE = 2
4L 48 5838 (F fhadoop 0.20 = 5 F 5 $4 {7 ¢

hadoop jar WCV2.jar WordCountV2 -Dwordcount.case.sensitive=false\
<input> <output> -skip patterns/patterns.txt

‘F_\L

AR SR AR T st hdfst e o 0 B gt ?“} AT ES S B S el
NN R iﬁ&-ﬁ (7% % 2z ihdfs gy 1R 25 15 “74p L <output>

FaE - B TR & pattern I 442 6 2% B pattern.txt > % 4 .
(- fF-B > ®EETFHR) D> ||
\ !
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————————————————————————————————————————————————————————————————————

| public class WordCountV 2 extends Configured implements Tool {
| public static class Map extends MapReduceBase implements ,
Mapper<LongWritable, Text, Text, IntWritable> {
| tatic enum Counters{  INPUT_WORDS } i
private final static IntWritable one = new IntWritable(1); '
' private Text word = new Text(); !
| private boolean caseSensitive = true;
| private Set<String> patternsToSkip = new HashSet<String>(); '
' private long numRecords = 0; !
private String inputFile;
| public void configure(JobConf job) {
| caseSensitive = job.getBool ean("wordcount.case.sensitive”, trug); !
| inputFile = job.get("map.input.file");
i (job.getBoolean("wordcount.skip.patterns’, false)) { !
' Path[] patternsFiles = new Path[0]; !
try {
| patternsFiles = DistributedCache.getL ocal CacheFiles(job); !
| } catch (IOException ioe) { .
System.err .
| JprintIn("Caught exception while getting cached files: " '
| + StringUtils.stringifyException(ioe)); '
) s
for (Path patternsFile : patternskiles) {
| parseSkipFile(patternsFile); '
o ;

————————————————————————————————————————————————————————————————————

i private void parseSkipFile(Path patternskFile) {
try {

i BufferedReader fis = new BufferedReader(new FileReader(
patternskile.toString()));

! String pattern = null;

i while ((pattern = fis.readLine()) != null) {

' patternsT oSkip.add(pattern); }

i} catch (IOException ioe) {
System.err.printIn(" Caught exception while parsing the cached
i file™+ patternsFile + ™' : " + tringUtils.stringifyException(ioe));
o

' public void map(LongWritable key, Text value,
OutputCollector<Text, IntWritable> output, Reporter reporter)
throws |OException {

E String line = (caseSensitive) ? value.toString() : value.toString()
' .toLowerCase();

i for (String pattern : patternsToSkip)

I line = line.replaceAll(pattern, "");

E StringTokenizer tokenizer = new StringTokenizer(line);

I while (tokenizer.hasMoreTokens()) {

' word.set(tokenizer.nextToken());

i output.collect(word, one);

. reporter.incrCounter(Counters.INPUT_WORDS, 1); }



————————————————————————————————————————————————————————————————————

" if ((++numRecords % 100) == 0) { 5
| reporter.setStatus(" Finished processing " + numRecords ,
+ " records" + "from the input file: " + inputFile);
1)) 5
' public static class Reduce extends MapReduceBase implements !
' Reducer<Text, IntWritable, Text, IntWritable> { -
| public void reduce(Text key, Iterator<IntWritable> values,
| OutputCollector<Text, IntWritable> output, Reporter reporter) !
| throws | OException { ,
" intsum=0;
| while (values.hasNext()) {
sum += values.next().get(); }
| output.collect(key, new IntWritable(sum)); } }
public int run(String[] args) throws Exception { '
' JobConf conf = new JobConf(getConf(), WordCount.class); !
conf.setJobName("wordcount");
. String[] otherArgs = new GenericOptionsParser(conf, args) !
| .getRemainingArgs(); .
. if (otherArgs.length < 2) { :

System.out.printIn(*WordCountV2 [-
Dwordcount.case.sensitive=<falseftrue>] \ *);

System.out.printIn(* <inDir> <outDir> [-skip
Pattern_file]");

return0; }
conf.setOutputK eyClass(Text.class);
conf.setOutputV aueClass(IntWritabl e.class);

————————————————————————————————————————————————————————————————————

i conf.setMapperClass(Map.cl ass);
. conf.setCombinerClass(Reduce.class); ‘
i conf.setReducerClass(Reduce.class); |
conf.setlnputFormat(TextInputFormat.class); ‘
i conf.setOutputFormat(TextOutputFormat.class); ‘
i List<String> other_args = new ArrayList<String>();
' for (inti = 0; i < args.length; ++i) { ‘
if ("-skip”.equals(argdi])) {
DistributedCache
i .addCacheFile(new Path(args[++i]).toUri(), conf); |
' conf.setBoolean("wordcount.skip.patterns’, true);
i } else{other_args.add(argdi]);} } 3
FilelnputFormat.setl nputPaths(conf, new Path(other _args.get(0))); ‘
. FileOutputFormat.setOutputPath(conf, new ‘
Path(other_args.get(1)));
E CheckAndDel ete.checkAndDelete(other_args.get(1), conf); ‘
. JobClient.runJob(conf); }
| returnO; } |
i public static void main(String[] args) throws Exception { ‘

int res = Tool Runner.run(new Configuration(), new
WordCountV2(), args);

System.exit(res);
1}
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" public class WordIndex {

public static class wordindexM extends static public class wordindexR extends

Mapper<LongWritable, Text, Text, Text> { . i Reducer<Text, Text, Text, Text>{
public void map(Long\Writable key, Text value, : |  public void reduce(Text key, Iterable<Text>
Context context) 1 values,
throws | OException, InterruptedException { OutputCollector<Text, Text> output, Reporter
oSt il  (FileSe) | reporter)
cloﬁtsg&.tgét?r?gultgpli(t (') ;eSp It) throws | OException {
1 Stringv =",
Text map_key = new Text(); StringBuilder ret = new StringBuilder("\n");
Text map_value = new Text(); for (Text val : values) {
String line = value.toString(); v += val.toString().trim();

StringTokenizer st = new

StringTokeni zer(line.tol owerCase()); It (v.length() > 0)

while (st.hasMoreTokens()) { ret.append(v + "\n");
String word = st.nextToken(); )
map_key.set(word); - .| output.collect((Text) key, new
mapTvaI)ue.set(flIeSpllt.getPath().getName()+ L Text(ret.toString()));
"' +line); b

}}

context.write(map_key, map_value);



publlc static void main(String[] args) throws
| OEXxception,

I nterruptedException,
ClassNotFoundException {

Configuration conf = new Configuration();

String[] otherArgs = new
GenericOptionsParser(conf, args)

.getRemainingArgs();
If (otherArgs.length < 2) {

System.out.printin("hadoop jar
Wordindex.jar <inDir> <outDir>");

return;
}
Job job = new Job(conf, "word index");
job.setJobName("word inverted index");
job.setJarByClass(Wordlndex.class);
job.setM apOutputK ey Class(Text.class);
job.setM apOutputV alueClass(Text.class);

————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————————

job.setOutputK ey Class(Text.class);
job.setOutputV alueClass(Text.class);
job.setM apperClass(wordindexM .class);
job.setReducerClass(wordindexR.class);
job.setCombinerClass(wordindexR.class); |
Filel nputFormat.setl nputPaths(job, args[O])

CheckAndDelete.checkAndDelete(args[ 1],
conf);

FileOutputFormat.setOutputPath(job, new
Path(args1]));

long start = System.nanoTime();

job.waitForCompletion(true);

long time = System.nanoTime() - start;

System.err.printin(time * (1E-9) + " secs.");

1}
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_________________________________________________________________________________________________________________________________________

public class TsmMenu {
public static void main(String argv(]) {
int exitCode = -1;
ProgramDriver pgd = new ProgramDriver();
if (argv.length < 1) {

pgd.addClass("HelloHadoop", HelloHadoop.class, "
Hadoop hello world");

pgd.addClass("HelloHadoopV 2",
HelloHadoopV 2.class, " Hadoop hello world V2");

pgd.addClass("HelloHadoopV 3",
HelloHadoopV 3.class, " Hadoop hello world V3");

pgd.addClass("WordCount", WordCount.class, "
word count.");

pgd.addClass("WordCountV 2",
WordCountV2.class, " word count V2.");

Sygen]outpnnK"**********************************

********\n"
+ "D * TSM i@ B # e \n" + "4 4 0 \n”
+" Hadoop jar TSM-example-* jar <# it >\n" +"# i¢
\nll
+" HelloHadoop: # :iHadoop:i<Key,Vaue>: @ \n"
+" HelloHadoopV2: # i Hadoop:r<Key,Vaue> & [fF %

\n" pgd.addClass("Wordindex", WordIndex.class,
+" HelloHadoopV3: % o Hadoopif<Key,Value> ie i+ 4§ Inverteachwordin line”);

\n" pgd.driver(argv);
+" WordCount: 3+ 3 i » FAL & o2 B &5 4 & Il Success

F# s \n" : -0
+" WordCountV2: WordCount &%+ % \n" eX|tCode—.0, _
+" Wordindex: % 315 3 &2 8 475 J 7 5] \n" System.exit(exitCode);
+ "******************************************\n")- } catch (Throwab|ee) {

} else{ e.printStack Trace();

1333,

e
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Class M R{
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ae § o JesMeeert o Vap A2
e e _i
oo 1 \ { Reduce #% 3" 75 ;

main(){
JobConf conf = new JobConf( “MR.class” );

o conf.setM apper Class(M apper .class);
E,J\L_’ conf.setReduceClass(Reducer .class);
[k

1}

Filel nputFor mat.setl nputPaths(conf, new Path(args0]));
FileOutputFor mat.setOutputPath(conf, new Path(ar g 1]));

...................................................................... 1

H o g2k TR EAL N AG

........................................................................

JobClient.runJob(conf);
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¥* 1 ClassMapper (v0.18)

Import org.apache.hadoop.mapred.*;
1 class MyM ap extends MapReduceBase

. INPUT INPUT OUTPUT OUTPUT
Implements Mapper < 'key , VALUE KEY . VALUE
2
3 /] = ImAEEr il
_ _ INPUT INPUT
4 publicvoid map (  xer key, vaLue value,
OutputCollector< 7T S0 | > output,
Reporter reporter) throws IOEXxception
0 {
6 [ Tt SENAER R = A =N R [
7 output.collect( NewKey, NewValue);
8 }
9 }



* | ClassReducer (v0.18)

W N

© 0 N O O1

Import org.apache.hadoop.mapred.*;
class M yRed extends MapReduceBase

: INPUT INPUT OUTPUT OUTPUT
implements Reducer < ey ., vALUE »  Key . VALUE
[l = ITEAgElr sk
_ _ INPUT INPUT
public void reduce (  «kev key, lterator<" vaLuge - > values,
OUTPUT OUTPUT
OutputCollector< e , | waLuge | > output,
Reporter reporter) throws IOException

{
/1 Gk gl = A =N SR
output.collect( NewKey, NewValue);

}
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News! Google j ¥ MapReduce® 4]
2010/01/20 ~
® Named” system and method for efficient

|arge-scale data processing”
¢ Patent #7,650,331

® Clamed since 2004

® Not programming language, but the merge
methods

® \What doesit mean for Hadoop?
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[**] [1:538:15] NETBIOS SMB IPC$ unicode share access [**]
[Classification: Generic Protocol Command Decode] [Priority: 3]
09/04-17:53:56.363811 168.150.177.165:1051 ->
168.150.177.166:139

TCPTTL:128 TOS:0x0 1D:4000 IpLen:20 DgmLen:138 DF

*xx APF** Seq: Ox2E589B8 Ack: 0x642D47F9 Win: 0x4241
TcpLen: 20

[**][1:1917:6] SCAN UPnP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.385573 168.150.177.164:1032 ->
239.255.255.250:1900

UDPTTL:1 TOS:0x0 ID:80 IpLen:20 DgmLen:161

Len: 133

[**] [1:1917:6] SCAN UPnP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.386910 168.150.177.164:1032 ->
239.255.255.250:1900

UDPTTL:1 TOS:0x0 ID:82 IpLen:20 DgmLen:161

Len: 133

[**][1:1917:6] SCAN UPnP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.388244 168.150.177.164:1032 ->
239.255.255.250:1900

UDPTTL:1 TOS:0x0 ID:84 IpLen:20 DgmLen:161

Len: 133

[**] [1:1917:6] SCAN UPnP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.417045 168.150.177.164:45461 -> 168.150.177.1:1900
UDPTTL:1 TOS:0x0 1D:105 IpLen:20 DgmLen:161

Len: 133

[**] [1:1917:6] SCAN UPNP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.420759 168.150.177.164:45461 -> 168.150.177.1:1900
UDPTTL:1TOS:0x0 ID:117 IpLen:20 DgmLen:160

Len: 132

[**] [1:1917:6] SCAN UPnP service discover attempt [**]
[Classification: Detection of a Network Scan] [Priority: 3]
09/04-17:53:56.422095 168.150.177.164:45461 -> 168.150.177.1:1900
UDPTTL:1TOS:0x0 1D:118 IpLen:20 DgmLen:161

Len: 133

[**] [1:2351:10] NETBIOS DCERPC | SystemActivator path overflow
attempt little endian unicode [**]

[Classification: Attempted Administrator Privilege Gain] [Priority: 1]
09/04-17:53:56.442445 198.8.16.1:10179 -> 168.150.177.164:135
TCPTTL:105 TOS:0x0 1D:49809 I pLen:20 DgmLen:1420 DF

*rx Axxxk Seq: OXFO589BBF Ack: 0x82CCF5B7 Win: OxFFFF
TcpLen: 20

[Xref => http://www.microsoft.com/technet/security/bulletin/M S03-
026.mspx][Xref =>
http://cgi.nessus.org/plugins/dump.php37d=11808] [ Xref =>
http://cve.mitre.org/cgi-bin/cvename.cgi ?name=2003-0352] [ Xref =>
http://www.securityfocus.com/bid/8205]
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Alert Merge Example

Destination IP Attack Signature Source IP Destination Port Source Port Packet

Protocol
Host 1 Trojan Sipl 80 4077 tcp T1
Host 1 Trojan Sip2 80 4077 tcp T2
Host 1 Trojan Sipl 443 5002 tcp T3
Host 2 Trojan Sipl 443 5002 tcp T4
Host 3 D.D.O.S Sip3 53 6007 udp T5
Host 3 D.D.O.S Sip4 53 6008 tcp T5
Host 3 D.D.O.S Sip5 53 6007 udp T5
Host 3 D.D.O.S Sip6 53 6008 tcp T5

Vaues

Host 1 Trojan Sipl,Sip2 80,443 4077,5002 tcp T1,T2,T3

Host 2 Trojan Sipl 443 5002 tcp T4

Host 3 D.D.O.S. Sip3,Sip4,Sip5 ,Sip6 53 6007,6008 tcp, udp T5
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