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What is Hadoop ?

liecoopn o - software platform
thatletsioneeasilpwriterancun
Sl asrone sl process vast
amounts of data.
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# & Vast Amounts of Data

- B ALK F A

— Capability to STORE and PROCESS vast amounts of data.
&7 Cost Efficiency

— TR LG —ZPCAIRZGRERRA

— Based on large clusters built of commodity hardware.
% % Parallel Performance

- FROHABEALOFEY > ABUFF iR E

— With the help of HDFS, Hadoop have better performance.
T3 Robustness

— FRMEBE AR R BRI ED BN AGFEL TR

— Robustness to add and remove computing and storage
resource without shutdown entire system.
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Doug Cutting Talks About The Founding Of Hadoop
clouderahadoop 988N [z EHITHER
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Doug Cutting Talks About The Founding Of Hadoop
http://www.youtube.com/watch?v=qxC4urJOchs


http://www.youtube.com/watch?v=qxC4urJOchs
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* Lucene
— http://lucene.apache.org/

— FlJava 3% 3T 89 & 2L ae UM % 31 5] FAPI

—a high-performance, full-featured text search
engine library written entirely in Java.

— &5 T F éﬁv@t-—- F o0 R F R R &
W R R 50 %
—Lucene create an inverse index of every word |

n different documents. It enhance performance
of text searching.



http://lucene.apache.org/
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— http://mutch.apache.org/

— Nutch & &7 B 3R 46 75 PT B 25 09 58 55 44 3 5] %
— Nutch is open source web-search software.
— #] Fl Lucene & 3\ & B 2

— It builds on Lucene and Solr, adding web-
specifics, such as a crawler, a link-graph
database, parsers for HTML and other
document formats, etc.



http://nutch.apache.org/
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Nutch & K& 2164 & K & #8135 AR
Nutch encounter storage issue GO Ugle
Google /& — ¥ g%k 5 F A 69 = K B 4& B g
Google shared their design of web-search engine

— SOSP 2003 : “The Google File System”
— http://labs.google.com/papers/gfs.html

— OSDI 2004 : "MapReduce : Simplifed Data Processing on
Large Cluster”

— http://labs.google.com/papers/mapreduce.html

— OSDI 2006 : “Bigtable: A Distributed Storage System for
Structured Data”

— http://labs.google.com/papers/bigtable-osdi06.pdf

b
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—
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http://labs.google.com/papers/gfs.html
http://labs.google.com/papers/mapreduce.html
http://labs.google.com/papers/bigtable-osdi06.pdf
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« Dong Cutting reference from Google's publication
 Added DFS & MapReduce implement to Nutch

* According to user feedback on the mail list of Nutch ....
« Hadoop became separated project since Nutch 0.8

* Nutch DFS — Hadoop Distributed File System (HDFS)

* Yahoo hire Dong Cutting to build a team of web search
engine at year 2006.

— Only 14 team members (engineers, clusters, users, etc.)
* Doung Cutting joined Cloudera at year 2009.

YaHoO! ‘cloudera

p
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* Yahoo is the key contributor currently.

« IBM and Google teach Hadoop in universities ...

« http://www.google.com/intl/en/press/pressrel/20071008 ibm_univ.html

« The New York Times used 100 Amazon EC2 instances and a
Hadoop application to process 4TB of raw image TIFF data (stored
in S3) into 11 million finished PDFs in the space of 24 hours at a
computation cost of about $240 (not including bandwidth)

— from http://en.wikipedia.org/wiki/Hadoop
 http://wiki.apache.org/hadoop/AmazonEC?2
 http://wiki.apache.org/hadoop/PoweredBy

» ADcom = |BM » Powerset

s ADSDAQ by Contextweb s ImageShack s The New York Times
s EHarmony 5 [S| s Rackspace

s Facebook s Joost s Veoh

» Fox Interactive Media s Lastfm s Metaweb


http://www.google.com/intl/en/press/pressrel/20071008_ibm_univ.html
http://en.wikipedia.org/wiki/Hadoop
http://wiki.apache.org/hadoop/AmazonEC2
http://wiki.apache.org/hadoop/PoweredBy
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* February 19, 2008

« Yahoo! Launches World's Largest Hadoop Production Application
http://developer.yahoo.net/blogs/hadoop/2008/02/yahoo-worlds-largest-production-hadoop.html

Number of links between

pages in the index roughly 1 trillion links

_ over 300 TB,
Size of output compressed!
Number of cores used to over 10,000

run single Map-Reduce job

Raw disk used In the

production cluster over 5 Petabytes

10


http://developer.yahoo.net/blogs/hadoop/2008/02/yahoo-worlds-largest-production-hadoop.html
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« Scaling Hadoop to 4000 nodes at Yahoo!

0o 1 prodietlon i L.
f L sz ooo B L.

http://developer.yahoo.net/blogs/hadoop/2008/09/scaling_hadoop_to 4000 nodes_a.html

Total Nodes 4000
Total cores 30000
Data 16PB
500-node cluster 4000-node cluster
write read write read
number of files 990 990 14,000 14,000
file size (MB) 320 320 360 360
total MB processes 316,800 316,800 |5,040,000 | 5,040,000
tasks per node 2 2 < =
avg. throughput (MB/s) | 5.8 18 %) 66

11


http://developer.yahoo.net/blogs/hadoop/2008/09/scaling_hadoop_to_4000_nodes_a.html
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Search Jobs Browse Jobs LocalJobs Salaries  Employvment Trends

®  Emplioyment Trands
Xen, Hyper-V, Hadoop

Tip: You can compare trends by separating them with commas.

simply

job search made simple

Job Trends for
0.06

Hen = Hyper-y = Hadoop
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Percentage of Matching Jobs
3

=
=

0
Mow 05  Jan09  Mar 09 May 04

Nov 1, 2008 - May 31, 2010

Jan 10 Mar 10 Kay 10

SimplyHired.com

Jul0s Sep 09 MNov 04

L

Xen, Hyper-v, Hadoop Job Trends

This graph displays the percentage of jobs with your search terms anywhere in the job

listing. Since November 2008, the following has occurred:
+ Xen jobs increased 141%

* Hyper-v jobs increased 551%
+ Hadoop jobs did not change or there is no data available
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Petabytes

Source:

x Multiplier

Sourc

1.000,000

http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf

1%

_ B Genome Data

: http:/

L o

Information Versus Available Storage

—&— Information
800,000 ~#- Available Storage

/

o
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2005 2006 2007 2008 2008 2010

. Computational Load

8x Growth | 18 month

Moore's Law
2x Growth | 18 months
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id i il
The Worldwide Growth of eMail il The Growth of Images
Trillions per Year 600
30
M Person-to-Person eMails 500 - ‘
5 spamand Alerts W Digital Still Cameras
400 Camera Phones

20
15 300

=}

10 200 +
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1998 19899 2000 2001 2002 2003 2004 2005 2008 2007 2008 2009 2010 1] —

2002 2003 2004 2005 2006 2007 2008 2009 2010

Wikipedia
(10GB)
100% CAGR

World Wide Web

i Photosas

(1000PB+)
100% CAGR

Annual Email
Traffic, no spam

(300PB+)

Internet Archive

(1PB+)

200 of London’s
Traffic Cams

(8TB/day)

2004 Walmart
Transaction DB

UPMC Hospitals
Imaging Data

(500TB/yr)

Total digital data to be created this year 270,000PB (oc)

Phillip B. Gibbans, Data-Intensive Computing Symposium


http://lib.stanford.edu/files/see_pasig_dic.pdf
http://lib.stanford.edu/files/see_pasig_dic.pdf
http://lib.stanford.edu/files/see_pasig_dic.pdf
http://lib.stanford.edu/files/see_pasig_dic.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
http://www.emc.com/collateral/analyst-reports/expanding-digital-idc-white-paper.pdf
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Job

— {EF5
Task

— JNITAE
JobTracker
— AEF5 iRk
TaskTracker

— NI ARIATH
Client

— RRETSE B P 35
Map

— JE#t

Reduce

— 4o

Namenode

— LAR B Bh
Datanode

— Bk gk
Namespace

— &Ad e
Replication

— &lA
Blocks

— 1% E B3R (64M)
Metadata

— BMHEEH

17
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1 ep 25 NameNode

Cem

aster Node

‘Manage NameSpace of
HDFS

* Control Permission of
Read and Write

* Define the policy of
Replication

* Audit and Record the
NameSpace

K Single Point of Failure
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- Worker Nodes

* Perform operation of

Read and Write

* Execute the request

of Replication

* Multiple Nodes

X
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JobTracker

v

Master Node

* Receive Jobs from
Hadoop Clients

* Assigned Tasks to
TaskTrackers

* Define Job Queuing
Policy, Priority and
Error Handling

* Single Point of Failure

v
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TaskTracker

- Worker Nodes

* Excute Mapper and
Reducer Tasks

* Save Results and
report task status

* Multiple Nodes
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master slave
task task
tracker tracker

MapReduce
layer

HDFS
layer

multi-node cluster

20
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l Hadoop
Namenode D)oo 5EE poeeeennoes .
|
JobTracker

Java Java Java
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http://trac.nchc.org.tw/cloud
http://trac.nchc.org.tw/cloud
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